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The motivation behind the work reported here has been practical since its inception and
today, the results are actually proving successful in practice. The story began in an experience
that I must surely share with many of my colleagues. I worked in public administration and
then in industry where I experienced computers being used with great technical skill but with
only poor results for the client organisation. There seemed to be one overwhelming reason
for this technical efficiency combined with organisational ineffectiveness: we knew all about
information technology but precious little about the information it carried. We could produce
bottles but we did not understand the wine.
Information is the wine. Information is a vague and elusive concept, whereas the
technological concepts are relatively easy to grasp. Semiotics solves this problem by using the
concept of a sign as a starting point for a rigorous treatment for some rather woolly notions
surrounding the concept of information. A sign is a good concrete primitive. Semiotics only
provides the sign as a primitive concept and a broad framework for exploring its properties
and uses. What we discover is that many different meanings of 'information' and other key
concepts such as 'communication', 'meaning', 'relevance' and so on, can be understood in
many precise ways as a number of distinct properties of signs or of operations performed with
signs. The theory of signs (semiotics or semiology) can transform our understanding of
information systems (perhaps we should call them 'semiological' systems) leading to vintages
of better quality for all our new IT bottles.
My greatest hope is that, one day, members of the information systems profession will
stop talking about information as something 'obtained by processing data to produce
meaning'. That is not a real quotation - I hesitate to accuse specific writers - but rather
similar forms of words appear in most textbooks that hazzard a defintion for 'information'.

The Theory of Signs
Business is getting things done by using information. All information is 'carried' by signs of
one kind or another, so understanding signs should contibute to our understanding
information and information systems. Hence, semiotics, the doctrine of signs (John Locke,
1690) is worth investigating as an approach to the study of business organisations.
The theory of signs, semiotics or semiology (Greek: 'semeion' = diminutive of 'sema' =
mark or sign), has a long history dating from the ancient Greek philosophers. John Locke
in his Essay Concerning Human Understanding, treats semiotics together with physics and
ethics as one of the three main branches of human knowledge. 'Semiotics' and 'semiology'
overlap but they have different flavours. 'Semiotics' tends to relate more to the logical
aspects of signs, whereas 'semiology' tends to relate more to the role that signs play in society
and language. Semiotics is associated especially with the work of Charles Sanders Peirce, an
American logician who flourished at the turn of the 19th and 20th centuries - Peirce created
the relational calculus, the foundation of relational databases technology and methods of
cognitive mapping that have only just been re·invented by knowledge engineers. Semiology
is associated with a tradition originating with Ferdinand de Saussure who died in 1913 but is
best known by his Cours de Linguistique General which was published from his students' notes
in 1949. Rather broadly stated, semiotics is associated with an Ango·Saxon or Northern
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European tradition with a relatively formal, logical, scientific flavour, whereas semiology is
located spiritually in Southern Europe and has a flavour of literary criticism and political
analysis.
A challenge we face in developing a framework of information systems concepts is that
the central concept, that of information, is extremely fuzzy. Information is certainly
unsuitable as a primitive notion on which to base a science. Semiotics provides the concept
of a sign as a primitive notion, one which can be understood on the basis of demonstration,
or ostensive definition, and upon which we can build sound technical defmitions of
'information', 'meaning', 'communication' and so on. Another important contribution to our
work comes from the established division of semiotics into sUb-disciplines which can be
studied relatively independently, and used to focus attention on relatively self-contained
problem areas.

The Semiotic Framework
Traditionally the divisions of semiotics have been syntactics, semantics and pragmatics which
deal, respectively with the structures, meanings and usage of signs, reflecting the philosophical
roots of the subject. In recent years and in business contexts the factors governing the
economics of signs have become important. Hence we must add the physics of signs,
concerning the media in which signs are embodied and the hardware used to transmit and
process them, and the empirics of signs which treats the statistical properties of sets of signs
when different physical media and devices are used (another name for this topic is 'information theory' but its great founders, Shannon and Khinchin never misled us by the implicit claims
that this subject deals with information in all its aspects). Finally, the most recent advances
in semiotics make it clear that we cannot fully account for the properties of signs without
more explicit recognition of the social dimension in which they find their purposes. Adding
these three extra aspects of signs, we arrive at a fuller semiotic framework which I present
in the Figure 1, below.
info,...tion
ftn:tions

H~

SOCIAL IIORlD beliefs, expectations,
commitments, contracts, Law, cul ture

...

I conversations, negotiations, •••..
PRAGMATICS

intentions, coommications,

SEMANTICS meanings, propositions,
val idity, truth, signif ication, denotations, • .•..

I SYNTACTICS

The IT

platto".

formal structure, language, logic,

data, records, deduction, software, files, ......

I channel capacity,

EMPIRICS pattern, variety, noise, entropy,

redundancy, efficiency, codes, •. •• •

PHYSICAL WORLD signals, traces, physical distinctions,
hardware, component density, speed, economics, .... .

I

I

Figure 1: Semiological Ladder between the Physical and the Social World
The classical definition of a sign
"aliquid stat pro aliquo"
was modified and expanded by C.S. Peirce into
" A sign is something which stands to somebody for something in some respect or
capacity."
However, such verbal definitions are not essential for understanding the sign concept which
can be placed on a firm intuitive basis, without benefit of words, by demonstrating a wide
range of examples. Peirce's definition emphasises that a sign has at least three aspects:
some physical representation
something to which this refers or alludes
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somebody able to interpret this relationship.
These constitute what is often called the "representational triangle". It captures some but not
all aspects of the semiotic framework which we now examine in rather more detail.
As we examinine each level of the semiotic framework, in the next few sub-sections, we
shall see that at each level there are different, clear defmitions of various basic terms used
in talking about information systems. For the sake of illustration, we shall consider only a few
of the vaguest: "information", "meaning", and "communication".
Peirce's defmition might be improved by adding another phrase to make more explicit the
essential social context which he assumed to be necessary:
"A sign is something which stands to somebody for something in some respect or capacity,
in some community or social context."
The indispensible role which society and its culture plays in making signs possible is crucial
to the treatment of semiotics explained here.
We begin by looking in a little more detail at the different levels in the semiotic
framework.

Physical Signs
In the information systems field we need to model the physical means of representing signs.
The commonest terms used for a phenomenon with this function are "signal", if it is dynamic,
or "mark" if it is static. "Semaphore" has the right etymology, sign-bearer, but misleading
connotations but "token" is an established generic term a particular instance of a sign, and
"physical-token" abstracts its mere physical properties. We use the methods of physics and
engineering to study physical-tokens or signals and marks, looking for cheap, compact and
easily manipulable forms. We also need to take account of the capacity of the human senses
to discriminate between physical phenomena whilst, socially, there must be some consensus
to treat certain signals or marks explicitly as tokens within a semiological system, disregarding
their physical properties as unimportant.
In this physical area of semiotics we model signals and marks, their sources and
destinations and the routes over which they are transmitted. All the usual physical properties
of objects (marks) and events (signals) are relevant - such as the numbers of distinct tokens
per unit of time or space, their material and energy content, their rates of deterioration,
speeds of transmission and so on. These are of particular importance in fmding the costs of
information systems, and IT equipment manufacturers compete mostly in these terms.
The word "information" has many different commonsense usages. In the physical area it
simply means a collection of tokens as when we talk of the information in a database
amounting to x megabytes, for example. We might, in a practical way, talk of a signal, such
as flash of light, "meaning" that there is mark such as a transparent area on a film. This
meaning of "meaning" as a cause-and-effect relationship is appropriate at the physical level.
"Communication", another of the ambiguous words in our discipline can be interpreted as an
effective chain of cause-and-effect relationships linking different places and times. If
communication in an information system fails at a physical level we mean that such a chain
has been broken.
Models of information systems at the physical level describe the available ranges of
physical-tokens (signals or marks) available as input to or output from various physical
components and they model the cause-and-effect relationships between them, their energy and
material requirements. For example, when developing information systems we models the
locations and telecom links between sites, the volumes of information (sic) in characters per
unit of time which they generate and the volumes they store, in order to discover the capacity
of channels and storage devices needed.

Empirics
Suppose now that we have available a dozen different forms of signal or mark to use as the
physical components of our signs (for example: on/ off, yes/no, 0/1, North/South,light/dark,
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... ) Provided that the variety of patterns they permit is the same (for example: binary
alternatives) then we can establish an isomorphism across these physical alternatives and
confme our attention to the statistical properties of the signals or marks. Doing this we are
working at the level of empirics. Individual signals/marks or tokens have no relevance
because we can distinguish only ranges of possibilities and the probability distributions over
them. Devices are only of interest in so far as they reproduce or modify these statistical
patterns.
Thus a source which can generate four different tokens, say {a,b,c,d}, will generate
'information' in this sense at a rate that depends upon the probabilities of each of the signals
{p(a),p(b),p(c),p(d)}. This is isomorphic, at this semiotic level, to another source that is
physically quite different and transmitting the four tokens {w,x,y,z} with probabilities that are
a permutation of the probabilities of {a,b,c,d}. However, if the numbers of tokens which the
second sources can generate is different, say {v,w,x,y,z}, then we can still concern ourselves
with just the probabilities, provided that one token, say v, has p(v) =0. At the level of
empirics we disregard the physical aspects of the tokens and confme our attention to their
probabilities of occurrence in a stream of messages.
"Information" in this context has the well known definition as the entropy of a source, S,
H(S) =-l:plogpj, which measures the unpredictability of an ergodic source (that is a source
which behaves in a statistically uniform way judged over a long enough, finite period of time).
Scarrott has pointed out that such information would be unusable in practice and this gives
us a measure of the 'available information' which should be distinguished from the 'usable
information' which takes account of a degree of structure that removes the ergodic property
but ensures that sender and receiver can relate the stream of messages to their internal
structures, that is to say in ordinary terms, make sense of them. Thus 'information' at 'the
empirics level has at least two distinct meanings. "Communication" in the domain of empirics
is included in "mutual information", the entropy of one source conditional upon the signals
at another to which it is correlated, so that when you receive a signal you can have a pretty
good idea what signal was sent. Empirics is concerned with coding so that the statistical
behaviour of the messages can be matched most efficiently to the statistical characteristics of
the media (signal to error rates). Thus "meaning" in this context means the equivalence of
codes. The concept of "redundancy" relates to the superfluous component of a message which
in a common sense way, adds no meaning. Such a use of the word "meaning" seems
exaggerated but a cipher clerk is likely to use the word in this sense when he decodes a signal.

Syntactics
If we can find a satisfactory range of physical tokens that provide a reliable way of encoding
a diversity of use, we can ignore the problems of physical representation and their statistical
properties in order to concentrate on the problems of syntactics. Here we are concerned with
complex structures regardless of their actual expression in specific terminal tokens. We can
define a syntax using names of syntactic categories and production rules, but we are
indifferent about the rules specifying the terminal characters. In this syntactic domain, we
focus on form regardless of how it is physically represented and regardless of any empirical
or statistical properties of the language expressions in use.
Complexity and structural richness are concepts that belong in the syntactic domain.
Syntaxes may be classified and ranked according to their power to generate structures. The
well known Chomsky order:
finite state languages
context free languages
context dependent languages
forms a part of this structure. The rules for generating and parsing formal expressions allow
us to measure the complexity of a sign system, the complexity of a single formula can be
measured also. When a formula can be produced or parsed in two or more ways we have an
instance of syntactic ambiguity, another characteristic semiological property in the syntactic
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domain.
Symbolic forms can be transformed (or mapped into one another) according to rules.
These may add to the richness of a syntactic system especially if we introduce a concepts of
formal validity which allows us to create a logic. Formulas which can be obtained from one
or more other formulas (the premises) using the transformation rules are called "theorems".
Validity is determined by a set of axioms which belong to the set of valid formulas from which
the whole set of valid formulas can then be derived using transformations. These syntactic
transformations are essentially mechanical and the special concern of the software writer.
In such a system we can give "information" a precise range of meanings. The closure of the
set of axioms under the permitted transformations gives us a set of formulae which are always
valid, as a property of the language. This leaves all the other formulas which may be valid
contingently upon our choice whether or not to treat them as valid for some purpose. If we
then make a full set of such choices, continuing until no more can be added without
contradiction, we have maximally informative set. Two such sets cannot be validly combined
although one may contain the other. By defming a measure function (logical probability) over
this set we can measure the information in any other formulae as a function of the measures
of the maximally informative

~(,,' > ~!J)

~~)

-J( [S6:V
z

~ t9(;,(.)

Figure 2: A way to define "information" within a logical syntax
formula of which it is a theorem. Many different precise definitions of information may be
obtained in this way for a given logic. (See the work of Carnap & Bar Hillel). The idea is
illustrated above. A state-description, Z, is a maximally informative statement (for example,
in a predicate logic language this would be made by stating of every predicate of every
individual whether or not it was true - there is then nothing more you can say about the world
in this particular formal language). Any other, less detailed statement mayor may not be
true for a given state-description. The very informative statements are true in very few of the
worlds that the language can describe, that is they are consistent with few state-descriptions.
In Figure 2 the informative message, x, tells you that only a few states of affairs are possible
but the vaguer, y, eliminates many fewer possibilities. There is still another essential step to
take before we have an information measurement: we have not yet explained what probability
values we attach to the various state-descriptions, z. We can attach values to the statedescriptions, z, in many different ways, each of which will give rise to a number of different
measures of information when we use them in functions of the sets, e, of elements Z
consistent with the message. Thus we can define and defend the interpretations of many
different precise logical meanings of 'information'.
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Consider the other difficult words. "Meaning" has a precise definition in the syntactic
domain using the transformation rules. Two sets of formulae have the same meaning
(paraphrase each other) if each can be deduced from the other. The meaning of one includes
the meaning of the other if it allows the other to be deduced from it.
"Communication" is not a syntactic concept unless we introduce a concept of devices
incorporating rules of production and transformation. By coupling such devices we can study
the syntactic properties of complex machines. Communication between devices is possible
syntactically if the output of well-form ed-formulas from one may be treated as the input of
well-formed-formulas to the other. This is the sense in which we talk of communicating
computing devices.

i-

The Technical Platform and the Social Functions
Notice that the work we do on hardware (physics) telecommunications (empirics) and
software (syntactics) supplies the technical platform for an information system. Strictly
speaking all the problems at these levels may be formulated and solved without any regard
for the relationships between the tokens and what they are presumed to represent in the 'real'
world nor any regard for the people who use them nor their intentions in doing so. The
natural sciences and mathematics provide us with the necessary concepts and methods of
enquiry.
These technical dimensions enable us to form utterances or physical tokens within some
empirical domain and possessing a more as less rich syntactic structure. Working on problems
of the technical platform we can use the word 'agent' only in a metaphorical sense when we
talk about a physical device. We can blame real agents because we attach responsibility to
them. We are, in these three domains, totally indifferent to any human values or intentions
which we associate with responsible agents. These aspects are added in the next three domains
of semiotic framework which are concerned with the human information functions that are
essential to the conduct of business. The information systems professional who confines his
attention to computers embedded within other machines can probably limit his concerns to
the problems in the areas of the physics, empirics and syntactics of information, but the
design of business and administrative information systems will fail unless due attention is
given to the next three levels where signs perform their social functions.

1

Semantics
Semantics is concerned with meaning but, as we have seen "meaning" can be given a variety
of meanings in the physical, empiric and syntactic domains. Many writers prefer to reduce
semantics to a problem within the technical platform, especially if they value logical and
mathematical rigour above all else. The most thorough treatments of semantics in this
technical spirit are achieved by defining a "real" world comprising a set of discrete individuals
and then defining mappings from formulae in the system of utterances into this real world
system. This kind of "meaning function" provides a neat mathematical treatment (see the
elegant Montague semantics) provided that one can accept the assumptions behind this readymade reality of discrete individuals postulated in the theory.
As a trivial example, consider a language which can refer to the people we call "John",
"Mary" and "Bill" using the logical names JOHN, MARY, BILL and which can predicate of
them whether they are boy, girl and like one another, using the logical predicates called boy,
girl, likes. Each of JOHN, MARY, BILL map onto one of the real people whilst boy maps
onto the set of real people, John and Mary, we know as "John" and "Bill", girl maps onto the
set containing only Mary and likes maps onto the set of ordered pairs <John, Mary>, < Mary,
Bill>. Notice that we maintain a clear distinction between the words in the formal system
(using uppercase and italics), the real things (names without quotes) and the metalinguistic
names (names without quotes); meaning is then a function from words to reality.
Those assumptions are not unreasonable ones to make if we are dealing with simple
problems where the people involved share a well established consensus about the boundaries
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separating the discrete individuals in the world. But they fail when that consensus breaks
down. Some aspects of business, especially those where computers have an long history of
application (for example, accounting and production scheduling) do allow us to make the
assumption of an objective reality but when opinions differ and negotiations are needed to
draw boundaries, then we have to treat the information system as much as a means of
creating the reality as a means of describing it. This totally different view is adopted in the
new approach, below, in the section "The Theory: NORMA, a Logic of Norms and
Affordances" .
These positions illustrate the use of two quite different semantic principles. First, an
objectivist principle assumes that meanings are mappings from syntactic structures onto
objective features of a real world which is the same for everyone and which everyone knows
independently of language. The second, which we might call a constructivist principle, assumes
that meanings are constructed and continuously tested and repaired, through people using
syntactic structures to organise their coordinated actions, the repair taking place when they
judge that the language-action relationships have failed. We may add a third, mentalistic
semantic principle such as that which is hinted at when we talk about "conceptual models".
Ferdinand de Saussure favoured this view of the representational triangle in his semiology.
We can picture these principles in three different interpretations of the representational
triangle, where a = agent, u = utterance, s = significatum or that which is signified:
1) objectivist meaning
a=an observer who can 'see'
the objective connection
between u and s
s = an object in a world
independent of the observer
2) constructivist meaning
3)
a = community which can establish
and alter the relationship
between u and s
s = an operational construct
with boundaries established
by negotiation

a

u

s

mentalistic meaning
a = a person who possesses both
u and r and forms his own
relationship between them
s=a mental construct/concept

Each of these semantic principles has a range of problems for which it is appropriate.
Principle (1) suits simple routine administration, (2) suits problems where conflict and
negotiation are endemic and (3) can be used for one-way communication of reports where
the content and validity are not open to challenge. In future business systems model (2) will
have to be used more often because the negotiation of meanings is unavoidable in systems
that have a wide scope whether in subject matter or people involved in using it.
What about our tricky words in the semiotic domain? "Meaning" clearly has different
meanings according to the semantic principle adopted. We have sketched a few such
principles without giving them precise operational definitions, each of which will generate its
own exact meaning of "meaning".
Semantic "communication" can be understood by linking two representational triads.
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Figure 3: Semantic communication and the matching of
utterances and significations for different interpreters
In the domain of semantics we are indifferent about the physics, what medium (speech
writing) is used, about the empirics, how frequently the message appears, or about the
syntactics, what language (Dutch, English) is used. Communication is successful if the
representational triangles are the same, judged by some operational procedure (for example,
by the objectivist principle, interpreters! and 2 would be able, on the basis of the utterance,
to select the same signified individual. The utterance may be transformed at any of the
technological levels provided they have the same meaning in the appropriate technical sense.
Provided that utterance-! enables interpreter-! to select the same significatum as utterance-2
for interpreter-2, we have the same semantic meaning.
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Figure 4: Semantic information as a cascade of connotations
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"Information" can be analyzed from a semantic view in many ways. Carnap and Bar-Hillel
claim to defme semantic information measures using- the method introduced above for
"syntactic information". I can only see their defmition as "semantic" in character because it
employs the naive semantic principle that we used above in the John and Mary example, in
which names map onto individuals and predicates map onto sets. I prefer to class the Carnap
and Bar-Hillel analysis as syntactic in character.
Another approach uses two representational triads in which a single interpreter's view of
a second signification is informed (is shaped) by an utterance. The first significatum mediates
between the utterance and the second significatum.
Triad A is the interpretation of the utterance which bears information relative to significatum2 only because triad B allows the interpreter, by intuition perhaps, to use significatum-l as
a virtual utterance to form a view about signification-2. For example the applause uttered by
an audience at a staff meeting will signify a certain attitude which may, in turn, signify a
likelihood to act positively on the proposal in future. This kind of connection may be
modelled formally in some cases but generally the information will also be relative to the
interpreter. This idea can be operationalised in many different precise ways, each giving rise
to a precise meaning of semantic information.

Pragmatics
To have any use, a sign must always have an intention imputed to it by its creator and its
interpreter. Pragmatics is the branch of semiotics concerned with the relationships between
signs (as meaningful utterances) and the behaviour of responsible agents, in a social context.
The context is essential if we want to understand signs in the pragmatic domain. At the
other levels we can more or less forget the context but signs used for action often have little
syntax when taken out of context and the interpreter, at that concrete time and place will
make pragmatic sense of the utterance. (P.B. Andersen makes this problem the focus of his
book on computer semiotics.) For example, consider two workmen installing a clumsy
machine into a small space - their interactions may consist of short, disconnected phrases,
expletives and inarticulate grunts but they will be sufficient to accomplish a complex and
difficult task. Many computer-based systems are designed without regard for the pragmatic
level (See Andersen 1990).
It is also possible to model some aspects of intentional sign use in terms of speech act
theory by studying so called illocutionary verbs (eg: state, request, suggest, judge ... ) which
reveal the intention of the speaker/writer and require some intentional response from the
listener/reader (eg: assent, refuse, object, concur ... ). Some pragmatic analyses can be
handled in formal ways, for example illocutionary logic. However much pragmatic
understanding of signs can only be acquired and used in the actual situation, for example
during negotiations.
"Communication" is perhaps a key word at the pragmatic level where it is most fully
explained. Communication takes place successfully when a meaningful utterance is used with
a certain intention which is interpreted with the appropriate intention by the listener. There
must always be someone giving the sign its intention (eg: the person who commits a company
to a contract or signs a cheque). The intention must also be signified in an unequivocal
manner or it will be ignored. The problems of EDI help to illustrate how difficult it may be
technically to add to the utterances generated by computer (eg: demands for money) a
sufficiently trust-worthy indication that they bear the intention of a suitably authorised person.
The amount of "information" in a communication, viewed pragmatically, depends upon the
richness of the consequences which stem from the intentional message. The context consists
of the mutual expectation, shared beliefs and values that enable people to operate in a socially
cohesive manner.
Intentional communications change these relationships and the
pragmatically more informative messages are the ones having, in some sense, more impact
on the relationships. So, for example, when you get home and your partner asks 'Would you
like a cup of tea?" the pragmatic information is small compared with "It's yours." in reference
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to the job you have applied for. The new job will lead to huge changes in relationships with
friends, family, employers and so on. To give the pragmatic information an operational form
we need to define the context in which signs have their effect. Then we have to fmd the
potential changes which the communication might provoke.
A similar analysis is needed for "pragmatic meaning". This we might defme with
operational precision if we can fIrst define the context in which the messages are to be
assessed. The "meaning" of the message in the pragmatic sense will then be the list of the
potential social consequences and their repercussions. This is an intuitively sensible
interpretation of meaning, quite different from the others.

Social Level
As we have said, no sign can be fully understood without regard for its potential or actual
social consequences. Signs are the means by which physical artifacts (tokens) are used to
create, sustain, alter and use the social world.
When we conduct with one or more partners, a conversation (that is, a well-formed chain
of speech acts), when the conversational exchange is complete, the result will be a change at
the social level. Each illocutionary act will have a social consequence achieved by the
listener(s) performing (a),perlocutionary act(s) , which change the social world.
The social world consist of norms of many kinds - ways of behaving, sets of values, shared
models of reality and so on. These define the shape or form of social reality. It is interesting
that the word "information" is now often used as the name of a kind of abstract substance but
it can be used, in an etymologically older sense, as a process of giving form to something, as
the potter informs the clay on his wheel. "Information" at the social level is perhaps best
understood as a process of imparting form to a social situation. A sign is very informative
socially if it actually produces far-reaching social changes (for example by totally undermining
some accepted scientific theory as did the results of Michaelson & Morely's experiments).
Notice that, at the social level, we are concerned with the actual, perlocutionary effects of the
messages, whereas pragmatically we are interested in the illoctionary or intended effects. (The
difference between illocution and perlocution is obviously important - you experience this
when you pass the man with the sandwich-board declaring "1be end of the world is nigh!"
The perlocutionary response is seldom what he intended.)
"Meaning" may be interpreted in a social sense in at least two different ways. Firstly, a
token is meaningful if it relates ot the norm structures in the sense of being governed by them
in some way, without the token fitting into a resonant social context it could not function fully
as a sign. Secondly a sign is meaningful (perhaps to a measurable extent) if it actually alters
those norm structures.
"Communication" is a reflection of the generation of "community" or shared norms. We
use the word "communication" synonymously with communion in the sense of sharing. If
there is communication then there will be shared norms. If we define a framework for norm
structures in a precise operational way then we should be able to measure the "social
communication" between two groups communities (information fields - see below) by the
extent to which they share norms within the framework. To understand the social level, the
concept of a norm is essential. "Knowledge" can be defmed in terms of norms. The concept
of a norm is not a vague one but one that can be operationalised either by experiment, to
ascertain the existence of regularity of behaviour, perception, judgement etc. or by expressing
the norm in a written form and asking for judgements about the validity of the formulation.
An observer can also grasp a norm intuitively by using it and departing from it whilst being
a member of the group to which the norm belongs. Norms can be modelled and, therefore,
handled by a variety of syntactic devices. The theory concerning norms and their
representation, introduced later in this paper will provide the basis for constructing such
frameworks and building these measures.
This survey of a few key ideas in semiotics has illustrated the overall framework with six
different conceptual areas. For each of these areas it has illustrated the different meanings
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associated with the terms 'information', 'communication', and 'meaning'. Each of these terms
is clearly not the name of a simple concept but it is a name for a whole cluster of different
concepts which can be defined quite precisely. The information systems discipline and
profession would profit from an effort to tidy up its thinking about such basic concepts.

A Change of Paradigm
The value of semiotics is that it helps one to adopt quite a different frame of reference, quite
a different perspective from the most commonly accepted view in the information systems
community. Some people make this paradigm shift very easily, for others it is a wrench. The
frame of reference you choose determines what you can see in a given situation and what
remains invisible. My complaint about the commonly accepted viewpoint is that it prevents
one from seeing and talking about those aspects of information most important for the
effectiveness of organisations.
To discover the current conventional wisdom, ask the average practitioner what an
information system is, or browse through the books on information systems in the library and
you willieam that an information system is a computer system that provides information in
an organisation. Almost certainly you will be told that an information system takes raw data
and converts it into information. You will fmd in the textbooks and in the reports of the
professionals pictures of networks through which information is supposed to flow like some
mystical fluid. This is the paradigm, based on the metaphor of an information system as a
kind of plumbing system, that we find useful for thinking about the lower three levels in the
semiotic framework, the three levels that make up the technological platform. The
'information-plumbing' paradigm has no place for the social groups who give meaning and
intention to the signs which circulate in an information system, nor does it have anything to
say about the relationships between people which are created, sustained and exploited through
the use of signs. The conventional wisdom is oriented towards the building of technical
systems.
A totally different paradigm can be developed, oriented towards the needs of organisations.
It concentrates on the meanings of signs, the purposes for which they are used and the social
consequences they produce. The technical issues are not just important, they are essential,
nevertheless they are only a means to an end and therefore secondary to the needs of the
organisation. How can we better focus on the organisation and keep the technical issue in
the background?

The Organisation is the Real Information System
A sign always entails a physical phenomenon. But not all physical phenomena function as
signs. The culture will accept some phenomena as signs, to be used not for their physical
properties but for the fact that they stand for something else in that society. Thus we have
no information until we have a society able to confer the sign-property upon all kinds of
objects, events and their properties. Information is impossible without a society and its
shared culture.
Information systems are social systems. The wonders of computers and telecommunications are mere novelties in a long history of IT. Information systems have been
around ever since human beings were able to use signs (even earlier if you include animal
communications). Telematic systems have essentially the same role to play in social systems
as those based on paper, writing and printing, even those using oral conversation whether
assisted by telephone technologies or not: that is, they can assist people in collaborative
activities. Whereas information recorded in the old technology of writing was static, the
computer allows data-structures to be articulated and animated. This new power to create and
handle new kinds of signs represents an advance to civilisation which may be as great as the
invention of writing but, of itself, it does no more to create artificial intelligence than did the
ancient innovation of writing. Intelligence, knowledge and meaning are more appropriately
regarded as the products of the social system. Any formal system that we are likely to be able
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to create is trivial in complexity compared with the encompassing social system that uses it.
Only by correctly embedding the computer-based system in the social system can the data it
contains have any meaning, express knowledge or support intelligent behaviour. In other
words, the fact that a computer system functions with technical perfection does not guarantee
that it will do anything valuable for a business. Thus computer-based systems only have a
value to a business in so far as they embody the solutions to problems belonging to the social
domain.

The organisational "onion"
An organisation has many layers of information systems but three main layers deserve special
attention. Each of them could be sub-divided like the layers of an onion.
People get things done in an organised way in so far as their behaviour exhibits some
regularities of behaviour. An organisation in many practical situations needs no technology
more sophisticated that vocal chords, ears and the intervening air which support the spoken
word. However, let us not underestimate the sophistication of natural language invented by
generations of our prehistoric forebears. This is still the most important technology in any
organisation where most of the organised behaviour is informal in character. By informal I
mean that the relevant behaviour is part of the tacit knowledge of the community. People
generate syntactically correct sentences and they parse the sentences spoken by others without
any conscious effort, they know what people mean and what they intend without having to
apply an explicit method of analysis. This informal information system is the one that
matters most.

- - - INFORM"'" 15-----.

Figure 5: Three main layers of the real information system
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If the tasks to be performed become fairly repetitive, and the work load becomes heavy,
then it pays us to add another kind of organisation. By formalising tasks and the
communications between people we can make our team effort more efficient. This gives
creates a bureaucratic or formal information system. One of the advantages of bureaucracy
is that many of the more routine information tasks can be performed by people who need
have no precise understanding of the meanings of the words and numbers they handle, nor
of the purposes for which they are used. We use people in a mechanical way as means of
transmitting and transforming sign-tokens. This de-skilling is the essential step towards
automation. The formal information system depends upon the explicitly defmed forms or
patterns of the signs being handled and upon the explicit rule governing the information tasks.
If we can devise machines to read signs without understanding them, move them about and
re-arrange them according to rules, then we can automate the formal system. The technical
information system presupposes a formal information system. Just as the formal information
system plays a valuable but limited supporting role within the real, informal system, so the IT
system plays a limited supporting role within the formal system.
This approach puts the computer into its appropriate, subservient role within our
organisations and our society.
The technology is used mainly to transmit and store signals which are employed in an
informal way. Thus the technical part of a telephone system is supplied by the switching
governed by the numbers which are dialled; the formal part of the system includes the
directories, the allocation of codes, the issuing of equipment, the termination of subscriptions
etc, all of which are governed by explicit rules (and capable of being partially automated); but
the conversations themselves are still informal, the formal and technical aspects contributing
nothing to their meanings, purposes and social effects of telephone calls.
Figure 5 illustrates this embedding of the IT system in the formal system in the informal
system. The primary oral cultures of ancient civilisations had highly developed organisations
but their information was transient unless people remembered it. The essential persistence
of perceptual, cognitive, evaluative and behavioral norms of the culture were their means of
preserving their essential knowledge and patterns of organisation. Technologies that increase
the physical range of communication such as telephone, radio and television have given rise
to our contemporary form of secondary oral culture. In most business activity, indeed in most
of our practical affairs, the residual oral culture still dominates. The technology of writing
creates signs that are permanent, this relieves the load on the memory and liberates human
intellect to perform other tasks. Writing permits us to develop formal, bureaucratic systems
and it gives rise to logic and mathematics. Telematics will open up developments that we can
scarcely perceive as yet.

The Norm· a Key Concept
This concept of a norm can be applied to understanding all the layers of the organisational
onion. It therefore serves as a unifying concept.
The idea of a norm is essential for understanding an oral culture. Without writing
knowledge cannot be externalised so knowldege is held in the psychic interior, much of it as
the norms that people share. In an oral culture the social memory depends upon the
repetitive behaviour of the group being able to sustain its knowledge of the world and how
to organise its affairs. Each generation has to learn elaborate systems of norms including
many rituals and stories and then it must keep them alive for the next generation. This is not
just a requirement for a primitive culture but also vital for every present-day human group.
The literate cultures have the advantage of being able to express some of their knowledge
in a permanent form. They have no less need of norms but they can express many of them
as written rules or laws. Legal systems do exist without writing but they are primitive and
very limited in scope and complexity. In our organisations we build our bureaucracies from
written norms. So the norm concept provides the link between the informal and formal
systems. Informal knowledge can be externalised to support memory of norms but, also,
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written norms can be learned and internalised in the behavioural norms of people.
Telematic systems simply have mechanisms that embody norms, most often in the form of
software. The formal norms may be translated by the systems designer into machines which
perform some norm-specified tasks more efficiently than people can perform them. This is
true, of course, for many signal handling, coding, syntactic and logical manipulations.
This all-pervasive concept of the norm can help us to see how software which truly serves
organisations and society at large must be an embodiment of social norms. The exact form
of a program statement will also incorporate some features that depend upon the technology
it is intended to 'drive'. Later we shall look briefly at the concept of a Normbase which
separates the social norms from the technical components of software. We shall see how to
specify organisations by specifying norms.
If we can interpret the organisational norms using a computer we shall, as a by-product of
specifying the organisational norms, also specify the information systems which the needs.
This is clear if we remember that every norm has the form:
If < condition> then < some agent> is permitted/forbidden/obliged to do < action>
This tells us which agents must be provided with the information specified in the condition
component. It also tells us that the consequence of the agent's action must be communicated
to those who have to respond to it. Hence a system of norms, provided that they specify the
agents responsible for applying them to the facts, will tell us all that is essential about the
patterns of communication in the organisation. We can use the norm system as the basis for
designing the communications network, and ideed we can use it to drive the commucications
themselves.
On this simple but fundamental idea we can build a whole new approach to information
systems and to the methodologies of their design and development.

The Information Field Theory
Where are norms? We can write down a rule or a law but that will only be a sign
representing a norm. Norms exist in the community that behaves, thinks, makes judgements
and perceives the world according to them. The shared norms are what define a culture or
subculture. A subculture may be a team who know how to work effectively together, and their
norms include a solution to their organisational problems. You cannot put your hand
conveniently on a norm, as you might grasp a document that carries information through an
organisation. A norm is more like a field of force that makes the members of the community
tend to behave or think in a certain way.
Norms tend not to come singly but in structured battalions which create quite strong 'fields
of force'. Physical phenomena do not function as signs except under the influence of
appropriate cultural norms. Hence, instead of or in addition to the information-plumbing
paradigm, we will find it useful to adopt an 'information-field' paradigm. This provides a
much more organic picture of an information system than the dataflow models to which we
are all accustomed in information systems designs. Each field is a system of norms.
Each system of norms has an independent existence, in the sense that the people involved
come and go while the norms persist. Individuals may belong to many different norm systems
- family, work group, gardening club, football team, political party, church. Sometimes they
can keep them separate but sometimes people are made intensely and uncomfortably aware
of the inconsistency of the norms they obey in different fields. These tensions provide one
of the principle ways in which fields interact informally.
Words and other signs will have different meanings in different fields. Even in a single
organisation there will be separate but overlapping fields - professions, departments, project
groups for example - and they will use language in different ways. This field paradigm is
more sensitive to the subtleties of meaning and intentions than the information-plumbing
paradigm which incorporates an assumption that information/messages have some kind of
fixed meaning in terms of an objective reality that they represent.
How can we make practical use of this paradigm? Clearly the challenge is to find a way
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of representing norms but in a way that does not ignore their intrinsic informality. We can
write explicit rules to represent social norms but the meanings of rules -will always depend,
ultimately upon the interpretation made by a person in response to his tacit knowledge of how
to use the language in which the rule is written. This challenge is one that we have met and
solved and in the next section I shall explain the solution and in the [mal section I shall
explain how the solution leads to a new, Norm-oriented methodology for information systems
development.

Signs and the Nature of Reality
If we adopt a field paradigm for understanding information then we cannot imagine
information or knowledge of any kind being independent of some agent. Moreover, when we
judge the meanings of messages and the words they contain, what counts in practice is the
way people translate them into action and how they label distinct actions on the basis of their
established use of language for practical affairs. (This issue deserves close scrutiny which
space does not permit in this paper but the works of a number of philosophers, Wittgenstein
(1953) in particular with his image of 'language games', provide all the underpinning I need
for my modest practical purposes.)
NORMA is based upon two simple philosophical assumptions:
1. there is no knowledge without a knower, and
2. his knowledge depends upon what he does.
This may seem a drastic move to anyone who has faith in a priori knowledge but we can redefine such knowledge as those things that are so universal that any agent will get to know
them by performing the most ordinary actions (also applies in mathematics, see Kitcher 1984).
For a person interested in the practical affairs of business and administration, these axioms
are, for the most part, self-evident (a priori in the modified sense!)
Perhaps more radically but more simply, from this position it may be stated that for all
practical purposes:
I'. there is no reality without an agent, and
2'. the agent constructs reality through his actions.
This stance is totally opposed to the objectivism favoured by the natural sciences and to the
platonism favoured by mathematics. I came to this view gradually, despite half a life-time of
indoctrination, at school and university, in a mixture of objectivism and platonism. The new
viewpoint was the compelling result of studying a seemingly endless series of information
systems problems drawn from business, adminstration and the law.
These axioms lead naturally to a syntax for a language that is well suited to represent
knowledge about the business world and other social systems. A well-formed formula should
have the structure:
< knower-term> <behaviour-term>
or
< agent-term > < action-term>
This has two salutary effects. It ties every item of knowledge to an agent who is, in a sense,
responsible for it. So that, in this language, we cannot deal in truths that have been delivered
from on high, independently of a knowing agent. Truth is something that individual agents
and group agents have to decide upon and for the consequences of which they have to take
responsibility. So the concept of responsibility plays the same kind of key role that truth plays
in classical logics, whilst truth is treated not as a primitive concept but as a derived one which
is explained in terms of agreement among agents. This syntactic structure also ties every item
of knowledge to what the responsible agent is doing here and now, so that platonic fictions
of mathematics and even knowledge of the past, future and distant worlds (all taken for
granted in the application of classical logics) have to be explained.

Behaviour Afforded by the Environment and the Agent Together
Perceptual norms determine how we divide up our world, how do we perceive things,
relationships, states of affairs and so on, and how we determine the boundaries round the
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things we preceive. Without perception there is no knowledge of any world, and, for all
practical purposes, no reality.
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Figure 6: Classical paradigm for perception - ready-made objects being sensed
Certainly, no world is perceived without an agent to do so and perceiving always implies
some kind of behaviour, at least of a passive kind. For our purposes, we have found James
Gibson's to be the most relevant approach to perception. He worked on the perceptual
problems of pilots during the second world war and this led to his 'theory of affordances'
which may be extended into the organisational domain with advantage. Gibson showed that
the classical approach to perception is inadequate.
There is a logical paradox within the classical paradigm. The image on the retina is
interesting from the point of view of optics but it tells us nothing about perception because,
once the image has been formed, it must be perceived by some other organ. Repeating the
classical model to explain the perception of the retinal image only suggests that in the brain
there is a 'homunculus' who constructs another image in some form or other (probably not
an optical one). Then a second homunculus within the fIrst is needed . . . Gibson's theory
depends on the idea of the whole organism doing the perceiving, not just the senses and the
brain.
Gibson gave the agent a central, creative role in perception instead of the passive role of a
receiver of sense data which the agent's eyes and brain assemble into a perception of some
object, fIrst on the retina and then in the mind. The classical picture of visual perception
shows rays of light radiating from the object, a few of them being intercepted, sensed and
interpreted by an observer; this is illustrated (from Gibson 1979) in Figure 6.
Gibson's theory replaces this classical diagram by a totally different one of an agent
bombarded with signals from all directions, an agent swimming in a sea of information. An
agent perceives by detecting invariants in this information-loaded environment. Figure 7
shows a little of the optical environment sensed by an observer in two different positions.
The agent also senses sounds and their echos from the walls of the room, smells,
temperatures and, most importantly, his or her own movements. The invariants the agent
recognises are those that matter for its survival or well-being. They depend upon the
structure of both agent and environment and upon the relationships between them. Gibson
called these types of invariants 'affordances'.
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Figure 7: Gibson's paradigm: the perception of invariants in the ambient information
Anyone walking but especially anyone driving a car towards a wall or flying a plane towards
a runway depends for safety upon an ability to perceive, in the combination of visual field and
kinaesthetic sensations, a set of invariants that includes the following:
an invariant in the optical array, a central point towards which one is moving;
an array of circles moving out from that central point;
at invariant speeds, depending upon their proximity and angle from the centre;
an invariance in the speed of their movement for a given speed of approach;
invariance in the rate of change of these speeds for a given acceleration.
These invariants are what we perceive as towards something when we are moving, that
something being the stationary, invariant point. The computer games programmer produces
an illusion of movement by simulating these invariants without the important element
supplied by the kinaesthetic signals which the walker feels continually and the driver and pilot
feel as they accelerate. Gibson's illustration is reproduced as Figure 8.
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Figure 8: Invariants in the visual field of a pilot landing an aeroplane
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This approach to perception introduces a remarkably unified ontology. Objects are no longer
thought about. as things that stand by themselves which have properties by themselves. A cup
becomes an experience of a repertoire of affordances - the ability to hold liquids in certain
positions, the noise it makes in hitting various surfaces, the visual/tactile shape it displays, and
so on. The entity-relationship-attribute confusion vanishes from this perspective. But there
is a greater unification still.
Gibson was concerned with the perception of the physical world but the notion of an
affordance can be generalised to include the invariants that we perceive in our social world.
If one has a copyright one should be able to expect an invariance in the behaviour of people
towards one in respect of that work. A cup has a number of social invariants that are
valuable, for example it enables us to drink liquids in a manner acceptable in polite company
and it can enter into the invariant of ownership, just as a copyright can. The invariants in our
social world are what we call norms.

!.

The Formal Consequence of Gibson's Theory of Perception
Imagine the agent in a world of flux caused by the combination of his actions and those in his
environment. Within this ever-changing world, experience teaches him the value of certain
ranges of behaviour within which certain important things are possible. These invariants are
the various feelings (a toothache), activities (jogging), postures (cross-legged), relationships
(under the table) and even the objects (piano) in his world. The significance of each of these
invariants is what it allows or does not allow the agent to do. In Gibson's terminology (see
Gibson 1968, 1979, Michaels and Carello 1981), each significant invariant represents a state
of affairs or situation that affords or make possible for the agent some repertoire of
behaviour. Thus a toothache limits the usual range of possible behaviour by eliminating
concentrated thinking, makes sleep difficult, prevents chewing on that side of the mouth and
so on. Jogging affords rapid motion and excludes reading. A cross-legged posture affords
sitting without the use of a chair but precludes peddling a bicycle. Being under a table
inhibits the flying of a kite but affords protection from falling masonry. A piano affords the
making of music, indeed, from this point of view, every object should be understood as a kind
of conceptual shorthand for a repertoire of behaviour that it affords. Gibson coined the
appropriate term 'affordance' for any of the invariants we perceive to be significant for
physical and biological reasons. In the social world, we use norms to construct invariants such
as copyright, liability, friendship and so on, so norms are the social equivalent of the physical
affordances illustrated above. Social norms afford (make possible or inhibit) ranges of
behaviour regarded as socially permissible. Hence NO RMA has been coined as the name for
a logic of norms and affordances.
Gibson uses his theory of affordances to explain behaviour through the perception of the
world in terms of invariant zones within the flux of experience. Kitcher (1984) uses his idea
to explain the experiential basis of mathematical concepts. In this theory we can assume that
every word or expression that forms a semantic unit corresponds to an invariant affordance.
We consider words not as means of refering to the elements of some external, objective
reality, so much as the names of 'sub-routines' of behavioural or perceptual abilities. So that
when we use a word the listener is disposed to act or perceive or otherwise behave in
accordance with the repertoire of affordances that it labels. I believe that the concept of
affordances has important consequences for the development of linguistics. For example,
Gibson's theory indicates how we might construct a semantic grammar, perhaps on the lines
which NORMA indicates.
Affordances depend for their existence upon the combination of the agent's own structure
and that of his environment. Thus,
1. A
agent-in-his-environment,
can realise (make real, that is, bring about and perceive) certain invariants, here and now. If
x is one of them, we write in our syntax:
2. Ax
John stands
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to represent a realisation, in the sense that, A-in-his-environment now perceives that he
stands. Of course, having once acquired the ability to attain and recognise x, that ability
remains with him, also as a realisation which we can name,
3. Ax"
John stands able
where able generates the name of a necessarily related affordance, a mechanism, which a
person normally acquires as a toddler and loses usually only in old age. Ax", John's ability
to stand persists even when x is not realised.
Evidently, Ax" is the realisation of a universal affordance, or an entity-type in our
information systems jargon, whereas Ax is the realisation of a particular affordance, an
instance of it. The realisation of an invariant must be the responsibility of an agent who has
the authority to determine its existence. This may be simply by fiat of the agent who is free
to exercise his value judgement in the matter. However, when the ultimate agent is a social
group, the authority may not be delegated to a single agent but determined by a norm that
mediates and combines the judgments of many individuals and groups, as a conviction of guilt
relies on the police, the court, the jury and probably others. Whether the authority is a single
agent exercising his discretion or a group mediated by a norm, we know that it is a logically
necessary component of an affordance. We represent it thus
4. Ax@
panel of judges
where Ax@ names the panel of judges who, perhaps, in a gymnastic contest, determine
whether A is standing after his vault. In a sense whether A is standing or not is a simple
physical fact but that is only for ordinary everyday purposes. But, even when judging a
physical fact, a judgement must be made and in cases such as an international gymnastics
competition, we appoint people to take responsibility for deciding these matters of fact and
we select them with care for their understanding of the special context of international
gymnastics.
In the above, and in most of the following introductory explanation, the only agent
mentioned is A or John. Thus the only world view is his, as determined by his actions. This
bears little relationship to the world we all know because it leaves out of account the socially
constructed view of the world which society at large has generated over thousands of years.
No one reading this paper has formed a picture of the world entirely by himself. The John
in these illustrations is an abberation, he serves to illustrate the formalism. We shall
introduce Society in later examples; Society is the collective agent responsible for the
formation of what we call commonsense.

Ontological Dependency
An agent, A, who is experiencing some invariant, x, such as being immersed in water, can then

go on to experience some other kinds of behaviour, new possibilities, such as y, the ability to
swim, or even to realise swimming or actually set about swimming. This dependency of the
existence of one kind of behaviour upon another I have called an 'ontological dependency'
because it tells us about the intrinsic logic of the existence of things, determined by the
structure in our repertoires of behaviour. It is symbolised by the concatenation of affordance
names, thus
5. Axy
John water swim
Notice that the invariant, y, cannot exist (be realised) without x being realised also. We call
x the ontological antecedent of y. This provides us with an important consistency constraint
because the period of existence of y has to be contained within a period of existence of x.
(We assume, for the moment, a conventional understanding of time which will be rectified
a few sub-sections below.) Suffice it to say, for the moment, that every realisation has
associated with it a period of existence bounded by a start and a finish, symbolised by:
6. Ax +
John stand start
AxJohn stand finish
where the operators + and - are used to construct the names of realisations that coincide with
the start and finish of Ax. Usually these are the names of states of a chronometer which is
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an instrument for constructing labelled states for this very purpose of registering when events
happen.
Ontological structures have the effect, in system specification terms, of imposing necessary
temporal constraints. A realisation is also an agent but one who has attained some invariant
state of behaviour, so he is a modified form of agent, but an agent, nonetheless. So John with
a hammer is perceived to be a more dangerous agent than John naked and unarmed. Agents
are potentially complex. They include teams, companies and other social groups, even whole
nation-states, that can be treated as collectively responsible. Group agents are not random
collections of individuals but they are bound together by norms, one or (more often) very
many. Agents may have parts. Those parts may also be agents in the abstract sense of being
roles filled by people or groups who are able to take responsibility, as is the president or an
employee in a company, but parts may only be repertoires of behaviour that can be performed
by means of dumb objects, such as the engine of your car or your left big toe. Notice that the
part is not the object but the role or function-set that the object or agent fills. It is useful to
be able to distinguish affordances that arise out of others because they are recognised as parts
of their ontological antecedents. This is the notation:
7. A.x.y John has heart has valve
shows that x is a part of A and y is a part of x and dependent upon their antecedent for their
own existence. The same temporal constraints apply. Part of a person is the heart which has
itself a valve as a part of it. In behavioral terms, the functioning valve only exists as a part of
the heart and the heart only as a part of a person. An apparent paradox arises when we
angrily refer to the lump of inert metal, lying on the workbench, metal that has caused us
much trouble in recent weeks as "the engine of my car" we are using and ellipsis for "the lump
of metal that used to play the role of the engine in my car" to create a serviceable name for
the object. Bertrand Russell's theory (1956) of definite descriptions provides and adequate
explanation for this usage.
Ontological dependency plays a central role in the process of Semantic Analysis. As will be
explained below, we can use this method to work on a business problem to produce an
Ontology Chart which displays the dependencies among the behaviour patterns relating to our
problem. This chart can then function as a schema for the Normbase enabling us to generate,
immediately, a technical system to support work in the business problem domain.

Composite Realisations
Some affordances are only possible when two others have been realised.
8. A(x,y)
John (coat, peg)
represents A realising both x and y, for example John having both a coat and a peg. This
allows the agent to perform behaviour involving both components:
9. A(x,y)z
John (coat, peg) on
such as John having the coat on the peg. This seems rather artificial as it appears that the
coat will only remain on the peg if John is there to maintain the situation. Some of the
strangeness can be eliminated if we regard our knowledge as rooted in the perceptions of
Society, the ultimate arbiter of commonsense knowledge. The alternative would then be to
write for
10. A(x,y)z
Society (coat, peg) on
where the perception of the coat being on a peg is treated as a social construct. This is most
appropriate because neither coat nor peg is a natural kind that could possibly exist without
a social group to make sense of it in some cultural context. This ontological position looks
suspiciously like that of Bishop Berkley who had to account for the tree remaining in the
wood when nobody was observing it by the theological explanation that God would continue
to observe the tree. The position in this philosophy is that the agent-in-its-environment is the
actor, not a discrete individual separated from all others. This metaphysical notion is closer
to that of the Budhist philosophers. It is an unusual position but I am happy to accept it as
a postulate because it works well in practice and seems to introduce fewer problems than any
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objectivist postion. It is worth noting, perhaps, that this approach does not preclude the
construction of an objectivist theory of reality as a simplification to handle certain classes of
problems, such as those in routine administration, routine engineering or routine science.

Determiners, Individuals, Identity and Roles
So far in this analysis there is nothing to indicate that we experience anything but
undifferentiated collectives. In the examples above, there are many affordances which we
discriminate as many different individuals. Committee, chariman, coat and peg are examples.
Our ability to behave differentially towards the individuals of these kinds is important for our
understanding of the world. If we have a lot of coats and we divide them into heaps, each
heap can be a realisation of the affordance coat, if we continue dividing the heaps we shall
eventually reach a point where a heap cannot be subdivided without destroying the essential
coatness of the behavioral repertoire associated with it. This is the point at which we fmd an
individual. Each individual constitutes a separate repertoire of behaviour. As an agent must
recognise a universal before being able to recognise an individual, we can regard the
particular individual realisation as intrinsically dependent upon the universal but in a different
sense from that of ontological dependency.
The notation for an affordance capable of being divided into discrete individuals is:
11. Ax#
Society coat#
The individuality of the particulars can be represented by using an identifier such as a name.
A name is the most basic of the determiners.
12. Ax# #Identity
indicates that the individuals of type x can be identified.
Sometimes we are not interested in the identity of the individuals because that would provide
too much information, rather we only want to individuate them. In mathematics we normally
do that with an index in a formula. A closely related concept is that of the role name. We
might represent the partners in a marriage (a joint affordance) in that way:
13. Society (person.#i, person.#j) marriage
more naturally we would use the role names:
14. Society (person #husband, person #wife) marriage
Marriage has two antecedents which can be labelled by their role names. Note that a role
name refers to one of the individuals in the context of their relationship.
Determiners generalise the concept of a measurement. A typical case is
115.
Ax# #d
Society coat# #size
The determiners, in behavioral terms, depend upon being able to compare the individual
members of a population against a standard member or set of members according to an
operational procedure. The existence of a value for a determiner (a determinant) depends
not only upon the individual but upon the standard.

Generic/Specific Relationships
One extra point to note is that great economy of expression can be gained by using
generic/specific hierarchies and the inheritance of properties from the generic to the specific.
The norm:
16. A«a:b:c:d:e) .... I)
A«person:apple:bridge:box) .... physical object)
introduces several specifics of the generic f. Some of the most common structures can be
defined for the summum genus and then taken for granted by indicating the relationship of
a specific form to its generic. Thus, all the determiners for physical objects, such as, mass,
volume, surface area, height, colour, hardness, and so on, can be introduced at the generic
level to be inherited by the specifics. In a graphical notation, generic-specific relations can
be represented either by an arrow from a specific to a generic, or by a box containing a list
of specifics with the generic as a heading.
It should be noted that generic-specific structures are determined by norms and are not
intrinsic to behaviour as are those based on onological dependencies. For example, a whale
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was once regarded as a specific form of fish, but this cognitive norm has been replaced by the
whale-mammal relationship. Norms will be dealt with later.
At this point, I have introduced enough of the notation to allow us to use it to perform
semantic analysis in some simple cases.

Semantic Analysis
We have now laid the foundation for a new approach to the analysis, specification and
construction of information systems.
We can forget the technology, we can even forget the messages, the dataflows and all the
usual ways of focusing on the information. Instead we deal with the business problem and
the policy we need to solve it.
The directing of practical affairs, whether in government or in business, is concerned with
getting groups of people to act together in some organised way. We have defmed
organisation as the regularity of behaviour which is afforded by a shared set of social norms,
and we have a theory which enables us to express the norms of any team or community, each
of which is an information field. So, to design an information system as a system to support
the functioning of a number of overlapping information fields, we work directly on solving the
business problem.

Semantic Analysis and Ontology Charts
The unit systems are relatively self-contained parts of the total problem. To examine them
in more detail we use Semantic Analysis which consists of asking the problem 'owners'
precisely what they mean by the terms in which they talk about their problem and relevant
policies.
In the theory introduced above, the meaning of meaning is a relationship between the words
and expressions we use, on the one hand, and the behaviour we exhibit, on the other.
Semantic Analysis is a direct application of the theory and we express our main fmdings in
a graphical form of a subset of NORMA. [The readers who skipped the theory above will
find the kernel of the ideas illustrated here.]
What better example to use with an information systems audience than the well-known CRIS
case-study (aile et al 1982). Very simply the problem is that a learned-society intends to
run a series of international working conferences. We might depict this as the behaviour
which the society will perform:
learned society
conference
This is like the formula Ax where x is an invariant in the behaviour of A.
We have already made clear an important aspect of the meaning of 'conference' in this case
by saying that it depends for its existence on the learned society. This is an ontological
dependency because it defines the existence of one element in terms of the existence of the
other: 'learned society' is the ontological antecedent and 'conference' is the ontological
dependent.
Meanings become clear when we know precisely when activities are performed. Getting the
ontological dependencies clear is a basic step but, to establish meanings precisely, we also
need to find out just when each kind of entity starts and finishes its existence. It soon
becomes clear that the conference involves not just the meeting but all the work to prepare
it and clear it up. So the learned society brings a conference into existence as an ad hoc
organisation as soon as its council gives the go-ahead and it finishes when the council is
satisfied over the accounts and the publication and it formally terminates the conference.
This means that the conference is an ad hoc organisational structure forming a part of the
learned society. The meeting is just a component of the conference. When the ontological
dependency is that of part to whole, then we conventionally mark the link with a dot. So we
could write:
learned society
•
conference
•
meeting
The dynamics of the organisation, established by the start and finish events will sometimes

•

,
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be determined by rules and sometimes by an agent taking responsibility and exercIsmg
discretion. Sorting out those criteria enables us to define the norms of the organisation but
first we build the ontological structure which is the framework onto which we can hang the
norms and the allocated responsibilities.
The people concerned discuss their problem and generate a list of concepts involved. We
discover that every working conference involves some interest group of the society sponsoring
it, scientific works have to be solicited from authors, reviewed and selected. Attendance at
the meeting is open to the scientific and professional community but limited, so there must
be a priority system. Much more of the story could be recounted but this will suffice to
illustrate the method. The result of analyzing this fragment is shown in Figure 9.
The whole structure represents the behaviour of a root agent, assumed to be human society
in general, which is the arbiter of commonsense meanings. If we want to be more precise
about meanings then we must rely upon more exactly circumscribed agencies. For example,
the learned society, itself, depends for its constitution upon the nation-state in which it is
legally incorporated. The meaning of 'conference' is operationally determined by the
responible learned society and may change subtlely from society to society. Sometimes the
commonsense meaning is quite precise enough, as in the case of 'person'. Role names are
introduced in parentheses whilst another graphic notation is the box containing a set of
specific/generic relationships. Some of the elements (affordances is the technical term
explained in the section on the theory) are followed by a # to indicate that they capable of
being instantiated by identifiable individuals, and the # sign precedes one element '#priority'
to indicate its status as a determiner, a kind of generalisation of a measurement.

i

ii

I

I

Figure 9: Ontology chart or semantic schema for organisating a conference
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A static case-study such as this can give no impression of the analytical strength of the
method. Superficially Semantic Analysis is like data analysis but, on closer inspection it is
fundamentally different. It is based, for example, upon a precise semantic principle - the
relationship between language and action - which forces the users to arrive at a common
solution. Using the conventional methods of data analysis, any number of different solutions
are equally acceptable because the analysts are free to make many legitimate, arbitrary
choices. The odds are that some of these arbitrary features will not match future
organisational needs, and so give rise to systems which are likely to be are difficult to adapt
to change. However, using Semantic Analysis, differences in the schema always signal genuine
differences in the underlying conceptions which can be removed by further careful analysis
or, if necessary by negotiation. The resulting semantic structure, free from arbitrary features,
will be robust. The theoretical constraints force the user of the method to think very deeply
about the problem domain and guide him to a higher quality of system specification.
As a small example of this process, consider the element work which is given here as
ontologically dependent on the conference. In a sense, what constitutes a work for this
organisation is what it chooses to be a work, and that is how the notion of a work is conceived
here. The ontological structure tells us that, if the learned society decides to cancel the
conference, then these works will cease to exist. However, a lawyer who knows the method,
glancing at the chart, will no doubt point out that the authors will not want their works to
be regarded as dependent on the conference, simply for reasons of taking care of the
copyright. This view would lead us to place a work as an ontological dependent of a nation,
for only on that basis would a copyright come into existence. So I would recommend altering
the chart displayed here, otherwise any administration concerning the editing and publishing
of the proceedings might not be served correctly. This illustrates the power of one of the
tests we apply to draft semantic schemas - ask what the consequences are for the existence
of each item when each of its antecedents ceases to exist. Until you have tried this you will
not believe that such a simple analytical criterion could be so stringent.
Semantic Analysis has been applied to a very wide range of problems with marked success.
The value of investing in a thorough analysis of the business problem has been demonstrated
in practice. As a replacement for conventional data analysis, alone, it has demonstrated its
power to reduce the implementation costs but, more especially, the maintenance costs of
systems.

Applying Semantic Analysis to Semiotics
To provide a proper conclusion to this paper it seems only appropriate to apply NORMA (in
the shape of the Semantic Analytical method) to the concepts of semiotics. This will serve
two main purposes: first, it will provide more illustrations of Semantic Analysis and, second,
it will add precision and clarity as well as detail to the semiotic framework. A third purpose,
a by-product of choosing to analyse a theory rather than a business problem, is to show that
Semantic Analysis can be used as a general tool for analysing complex conceptual structures.
One may regard it as a knowledge elicitation method, used this way.
The knowledge structure we are concerned with comprises a series of scientific domains: the
physics and economics of signs, empirics, syntactics, semantics, pragmatics and the social
effects of signs. We can approach their elucidation from two different angles: the practical
and the theoretical.
From a practical, professional, information systems viewpoint, we want to document a
system, and this is something we can do using the Ontology Charts constructed below. Each
of them can be treated as a schema for a semantic, temporal database. Using the Normbase
we can record the usual details of a system definition. All you have to do is supply the
Normbase with the semantic schema in the form of a chart. In effect this uses the Normbase
as a CASE-tool generator. As you read the charts, you should remember that each node in
the graph represents an entity-type (a universal) as the heading for a file of instances of the
entity-type (particulars); in addition, the record for each type and each instance will give
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details of the start and finish times and their associated authorities, thus providing the
essential records of the designers' work. If you are a devotee of a particular, proprietory
'methodology' then you can construct the appropriate charts, but if you want to convert from
one methodology to another, you can use the charts to define the precise semantics for the
transformation. Thus the theory has very strong practical outcomes.
Taking a theoretical viewpoint, we shall be interested in the precise meanings of the terms
we use in the information systems field. One of the main lessons to be derived from the
semiotic framework is that we have to solve problems on all six level to produce a technically
sufficient system able to perform the appointed tasks within the organisation. The
practitioners' focus has tended to be biassed towards the technical aspects, often with
disasterous consequences for the organisation. The analysis will make the full range of issues
clearer. Moreover, we shall find that the same terms will appear on more than one level but
with different meanings. Wherever a term is located differently within the ontological
structure, it has a different meaning and the schema removes these semantic ambiguities.
This helps to explain and remove the shifty ambiguity of many of the terms we use in our
information systems field. From a theoretical point-of-view, let me admit that the analyses
in the charts below should be regarded as just a series of hypotheses. Others may construct
different schemas but we can say that any differences reveal genuine theoretical
disagreements which should be worked through and resolved. Thus the method of Semantic
Analysis can contribute to scientific methodology.
Incidentally, in presenting this series of model, the opportunity will be taken to introduce a
few more of the conventions of the Ontological Charting. Perhaps a reminder of the most
basic idea will help: every well-formed expression represents some behaviour performed by
an agent. The agent occupies an environment which affords a certain range of physically,
biologically and socially significant behaviour. Each of these ranges is called an 'affordance',
a concept that incorporates and unifies the familiar entity, relationship and attribute classes.

Physics and Economics of Signs
We achieve a very high level of inter-subjective agreement in dealing with the concepts of
physics. These are displayed in the Ontology Chart in Figure to. Although we have given
Society as the root agent, we generally defer to that special community of physicists and
engineers, who work constantly with these concepts, to provide us with very precise meanings.
This observation does not invalidate the commonsense ideas we have about the physical
world. Some readers may be puzzled by the appearance of Society in the model but we do
not allow any knowledge to be detached from a responsible agent (individual or group) and
the responibility for our commonsense concepts is shared by the culture that creates and
sustains them. If you want very precise technical definitions then you have to specify an
appropiate group of experts as the authority in such cases. As a general rule, we take Society
as the root agent.
At this level we are only concerned with the physical means of creating tokens (signals or
marks) which we can use as signs. This is the level at which all the economic cost arise. At
the higher levels, the operations have to be converted into physical activities with materials
and energy for which we pay. For that reason we include the simplest economic elements in
the analysis.
Just a brief commentary will help the reader of the chart. Generally, you could preface every
term here by 'physical-' to help remove any doubt. A device is anything which can display
phenomena which we recognise and use for producing tokens, either in the form of a state
(black or white paper surface) or an event (a switch in electical charge). Notice the use of
a box to enclose specific forms (event, state) of the same generic (phenomenon). Every
device will have size and cost parameters and a performance which has been represented by
#performance vector because the list of parameters will vary radically with the kind of device.
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Figure 10: Physical sign-tokens and their physical and economic properties
Notice that we shall be interested, physically, where the device is located or what locations
it connects, this is especially relevant for communication devices. A device will have a
component structure and the notation __ +__ indicates an ontological dependency where
the dependent is a part of the antecedent. We also have an arrow +- which is an alternative
to the box for representing a generic/specific relationship. This shows that a component is
also a device with the same range of physical characteristics. Returning to phenomenon*#,
notice that the symbol' is used to indicate that we are concerned with phenomenon-type, and
the symbol # indicates that we are concerned with the individual types of phenomena. We
can, if we want to go into minute detail, look at the phenomenon# file which would give us
the details of the actual physical states or events for a device. This level of detail may be
needed to diagnose some malfunction but it is not the level of analysis for design. Cost and
performance are associated with the particular phenomena, not just with the whole device
(costs per phone-call as opposed to rental costs). We may be interested in accounting for the
causal chain which enables one token to produce another. This is represented at a universal
level by 'causes' with another, associated performance vector. Finally, note that we have
shown 'causes' as a specific form of 'meaning', a meaning of meaning that we do commonly
use when working on physical level concepts.
This schema will allow us to record most of the essential design information for a typical
configuration of hardware.
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Figure 11: Empirical or statistical properties of signs and codes

Empirics of Signs
The next semiotic level, in Figure 11, assumes that the physical level platform has been
provided. The items called 'channel' and 'source' are both abstract devices. They are
abstractions because we are not interested in their physical or economic characteristics. Here
we are only concerned with their statistical behaviour. A source will display a range of signaltypes (*). Given a device with two different signal-types, the instances (#) of one can be used
to encode instances of the other. At the empirics level, the encoding is the nearest we
get to the concept of meaning, and we often use the word in this sense.
Redundancy and efficiency are determiners of the encoding. The same relationship is shown
linking the source to the channel. The important thing about a channel is that it can display
a range of signals that the source can select by the process of modulation. The error rate
linked to the channel tells us about faults in the underlying carrier (eg: marks on blank paper)
whereas the error rate for modulation tells us of the rate of failure to impress the signal on
the carrier (error in the printing action). If we actually want to look at a particular string of
signals, then we need the items to the right, 'carrier#' and 'signal#'; this would be the level
of detail necessary for recording the empirical events from which we calculate the relative
frequencies on which all our statistical parameters are based. In particular we shall need to
know the relative frequencies of the signal-types, and various derived parameters associated
with the source.
For most practical systems design work we need only a part of this structure.

Syntactics
Moving to the next level, we assume that design work at the empiric level has been done
effectively. In practice that means having devices that are either reliable enough to eliminate
all worry about erroneous tokens or devices that check one another to remove this concern.
Until this can be achieved, elaborate syntactic constructions are pointless.
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Figure 12: Syntactic or structural aspects of signs
The chart shows a person as a member of a language community, but this is a side-show on
the syntactics map. We have two groups of ideas in this chart. Start by looking at those
linked to 'formal system#'. A typical 'information system' designed by a company will be such
a formal system. A formal system will be able to recognise or produce a range of messagetypes. We treat a message-type here as a syntactic structure composed of expressions which,
in turn, are composed of a mixture of components and terminals (my terminology may not
be ideal). The components are specific forms of expression, so we have a recursion. The
expressions are spatially or temporarity orientated in relation to one another, with much more
than simple concatenation being possible in a computing environment than in normal speech
or writing. So far the analysis of structure has said nothing about the values given to the
terminals. We can imagine the same message being instantiated in Dutch, English or French.
For each of these we shall need a range of permitted values from the appropriate language.
This brings us back to the language community. Notice that 'instantiates' occurs twice. The
occurence in the bottom-right shows a language sign being supplied for a terminal. However
the instantiation of a message is experienced when we have string as our sign-type recognised
as instantiating a whole message, before any analysis of the syntactic structure has been
performed. An analysis into components and terminals returns a successful parse when the
result matches the original string.
The other main group of concepts is concerned with some logical notions. We have shown
sentence-types as affordances of a language. A sentence-type can be valid and one sentencetype may imply another, both these concepts are matters of logical necessity: properties of the
form of the sentences. But validity may be arbitrary for a given instance of a sentence-type,
so we have different meanings for 'valid' and 'implies' attached to 'sentence#'. Nothing is
said here about the criteria for deciding on the validity of particular sentences.
In practice we are not likely to handle the sentences in a logical system using this kind of
model. However, we may well find it convenient to keep track of the syntax of the message
forms in a formal system using the kind of structure in the chart in Figure 12. It does the
kind of job which an input, output or screen format does in conventional documentation
methods.
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Semantics
Move up a level and we take for granted that signs have a suitable syntax. The essential point
is that Society can recognise a range of pattern-types. Semantics is concerned with how these
are related to what happens in the world. Figure 13 supplies the ontological structure for
some concepts in the semantics area. This figure make much use of the role names written
on the lines denoting ontological dependency. If you use a role as an antecedent then you
are effectively using the whole of the relationship it belongs to, but the device is easier to
understand because it is closer to our ordinary use of language. It assumes that Society at
large consists of a number of communities, for a given language we have a linguistic
community. A person's membership of such a community allows him/her to interpret a
pattern-type which is included in a language. Interpretation depends upon the relationships
which the language community establishes between signs and -reality. Reality depends upon
what the Society finds significant, that is the sets of behavioral invariants called affordances.
The chart shows the affordance-types which are significant to the Society; these are the kinds
of things that are recognised (universals). The particular things that are experienced are the
realised affordances. A pattern which is included in a language may signify an affordancetype - this relationship includes word-meaning which is a relationship between a sign and a
disposition to act in a certain way. The defmite meanings belong to expressions that denote
actual concrete realisations, represented by Society affordance# in this model - this includes
sentence meaning. Note the arrows that indicate 'signifies' and 'denotes' as two specific forms
of the generic 'meaning'. Denoting can be checked operationally by testing an expression
against some actual state of affairs. Signifying depends upon an habitual connection between
a pattern and a type happening in the world. Notice that we use 'sign' in two senses as role
names for expressions that signify or denote, in other words, we give 'sign', here, the sense
of a meaningful sign, not just a mere pattern.

Figure 13: Semantic aspects of signs, their relationship to reality
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Our normal information systems practice has nothing explicit to say about meanings. We
have been accustomed to ending our efforts at formal specification at the syntactic level,
taking for granted that the people involved in the system and its design will know what words
mean. Using NORMA we can be explicit about some important aspects of meaning and,
where we cannot be explicit about meanings, we can be explicit about who is responsible for
giving words and expressions their meanings.
The main deficiency of this analysis of semantic concepts in isolation is that we do not
attempt to show how to relate the semantics to the syntax of the pattern used as a sign. The
general principle that we aim at is to make the semantics of a complex expression depend
upon the semantics of the components and the ways they are combined. NORMA is an
attempt to make the syntax into a metaphor for the structure of behaviour patterns, so that
we build a NORMA expression in just the same way as we build a complex behaviour from
simple kinds of behaviour. We should be able to interpret a NORMA expression directly as
a kind of guide to action. Because we identify reality with the behaviour of responsible
agents, the NORMA expression contains an operational defmition of its own meaning. The
goal is to make the meanings of expressions in other languages precisely defmable in terms
of NORMA expressions. Some technique such as NORMA is necessary if we are to be
precise about semantics in our systems design.

Pragmatics
In Figure 14 the main concepts of pragmatics, that is the intentional use of signs, are set out.
We see one agent communicating to others. Agents may be persons or groups who are
related. Their relationships are important in governing what conversational moves are
permitted and what their effects can be. In the chart there is an entry 'conversational norms'
which are all the rules governing the ways that communications are made and interpreted.

)
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Figure 14: Pragmatic aspects of signs used intentionally
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The sign# (in the box on the bottom-left) is a particular meaningful sign, in the sense of sign
resulting from the semantic level of organisation. This sign is used by an agent (speaker) in
a speech act that has an intention defined by an illocution (examples of illocutions are 'assert
that', 'promise that', 'admit that', and so on). A sign so used is called, here a message. The
'message' has to be communicated to another agent in the role of addressee. We now have
a complex situation in which the communication or addressed message may exist (on paper,
for example) detached from any agent. This complex sign called "communication" is included
in a generic box with sign#. [Writing "communication" using quotation marks is an extra
notational convention meaning a sign with the meaning within the quotes.] The
communication is then received and responded to by an agent (the hearer) in a perlocutionary
act which is the speech act completing an effective communication. Only at that point does
the message get anything done. The hearer may be the agent to whom the message was
addressed but this analysis does not exclude it also being a by-stander who can, as a result
change his/her attitudes towards speaker or addressee. This single exchange will normally
be only a component in a chain of communications that constitute a conversation.
Conventional systems analysis has ignored this layer of the semantic framework. It is now
being brought into active consideration in the communication technologies developed by
Cashman, Holt, Winograd and Flores and in the analytical tools of Lyytinen (1986) and Holt
et al (1983), Lehtinen and Lyytinen Traditional grammars have tended to look at language
out of the context of action but the functional grammars take explicit account of the effects
that utterences are intended to have. We can, in fact, handle speech acts easily in the
NORMA formalism but this has not been dealt with in this paper.

Social Use of Signs
Figure 15 presents some of the key affordances that show the place of signs at the social level.
The background rules of behaviour that people follow will be given by their culture or
subculture (note the arrow from subculture to culture that expresses a specific/generic
relationship and makes the structure recursive). Agents are members of cultural groups and
they enter into one-to-one relationships, such as contracts, which are governed by norms
private to the partners in the relationship (unlike the norms which govern general behaviour
across a whole culture). In addition to their relationships, agents, individually, adopt attitudes
towards past, present and future states of affairs. These attitudes will concern knowledge and
beliefs (epistemic-attitudes), commitments (deontic-attitudes) and values (axiological
attitudes).

Figure 15: Social aspects of signs

...
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Our intentional speech acts lead to changes in the social world. Each perlocutionary act will
make at least a provisional change in relationships, or attitudes usually in the direction
intended by the illocutionary act of the speaker, but not always. A well·formed chain of such
acts, forming a conversation, will have some important consequences for the relationships
between the participants. In business, the obvious example is the making of a contract. Other
conversations and substantive actions will make use of these new relationships leading,
perhaps (as in the case of contracts) to their termination by the discharge of the obligations.
The events that govern the start and finish of each facet of our social world are normally
perlocutionary acts, acts of interpreting communications.
In general, then, we can see that physical tokens, used in ways that are determined by the
existing social reality, lead to a new social reality by discharging old relationships and making
new ones and by the adjustment of beliefs, obligations and values.

Conclusions
The first conclusion that I should like my reader to draw from this first paper is that by
treating the notion of a sign as a primitive concept, we can arrive at much clearer defmitions
of many of the troublesome concepts in the information systems domain, not least the concept
of information, itself.
The second conclusion is that semiotics, the study of the properties of signs and their uses,
allows us to partition our enquiry into six main areas of questions that concern major
invariants in the organisation of fully effective signs: they concern their physical
representation, their statistical properties, their structure, their meaning, their intention and
their social consequences.
The third conclusion, concerning the semantic properties of signs, is that Gibson's concept
of an affordance, supplemented by the concept of a social norm, enables us to capture in a
precise structure the broad features of the meanings of words in terms of the actions which
our physical and social world 'afford' us.
Finally, I hope that I have shown how to apply this way of treating semantics to practical
problems of information modelling, in particular, by applying it to each of the six levels of the
semiotic framework, in order to clarify concepts we use in the study of information systems.
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DISCUSSION
Rapporteur : John Dobson
Lecture One
Dr Larcombe remarked that Professor Stamper had talked about a cognitive map made up
of words and asked about the possibility of a map made up of images, graphics, gestures
and so on. Can we produce a non-linguistic semiotics? Professor Stamper replied that
semiotics is not just words but all these other things as well.
Professor van Rijsbergen asked whether signs were necessarily representational. Professor
Stamper replied that this was not necessarily the case but signs always translated into
subsequent action. Professor Lincoln asked whether the structure of information
technology was necessarily closed and ordered in the way presented. Professor Stamper
replied that we sometimes get things done in information technology very well in a very
messy way. But any IT artefact ultimately depends on an informal system. Consider many
artefacts found in museums for example. We can't interpret them because we have lost
knowledge of the subculture that produced or used them. So our systems must be linked to
people who are responsible for them.
Professor Ercoli observed that the question of how to attach meaning to the word
"information" arose in the early days of IFIP. The problem was solved in a very similar
way to the one proposed by the speaker. But the difficulty was then to define information
"processing" and the best answer IFIP could come up with was to say that data processing
was used to increase the amount of information a human could get. So if information is
meaning attached by a human to data, then there is a real problem in defining useful
information, and that's a sociological issue. Professor Stamper pointed out that the notion
of information could be helped by considering the different levels of his schema (Physical
world, empirics, syntactics, semantics, pragmatics, social world) and making appropriate
measurements at each level.
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